
Methods
	● A proprietary GPT4o-based tool was used to screen 279 titles/abstracts with  
16 question prompts designed to assess aspects of PICOS domains

	● Responses for each prompt were restricted to “yes”, “no”, or “unclear”, and 
agreement with human review was assessed as previously reported1

	● Screening criteria for each domain were split into individual prompts to 
reduce complexity, and the GenAI screening decision for each domain 
was determined using Boolean logic

	● The population and intervention/comparator domains required a “yes” 
response from all component prompts for inclusion, and the study design 
domain required a “yes” response from 2 prompts (Q8 AND either Q6 OR 
Q7); the outcome domain required a “yes” response for any prompt (i.e. OR) 

	● Screening was repeated for a total of 10 runs, and the modal response for  
each prompt (the most common response from all runs) was used as the 
screening decision

	● A repeatability score (RS) was calculated per prompt for each record, defined 
as the percentage of total responses that were the most common response 

	● An RS of 100% indicated that all 10 responses had the same 
outcome (e.g. 10 yes)

	● An RS of 50% indicated that 5/10 responses were the most common 
response (e.g. 5 no, 4 yes, 1 unclear)

	● The lowest possible score was 40% 
(e.g. 4 unclear, 3 yes, 3 no) 

	● Responses were categorized as  
high-RS (≥90%) and low-RS (≤80%), with 
scores ≤80% having a lower bound of the 
95% CI that encompassed <6 out of 10 
responses (Figure 1)

	● Agreement versus human review was 
assessed in high- and low-RS subgroups 
for each PICOS domain to investigate 
relationships between repeatability and 
accuracy, precision, and recall

	● Subgroups for PICOS domain 
decisions were based on the 
lowest RS score of the component 
prompts for that domain
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Conclusions
	● Our analysis suggests that a repeatability metric may be useful to guide refinement 
of prompts, as well as identify records at increased risk of inaccurate screening due 
to unreliable responses 

	● GenAI responses with poor repeatability occurred frequently in our analysis
	● There are likely multiple underlying causes; for example, the variable language and complexity of 
literature may result in poor parsing of text, and there is potential for incomplete, inconsistent, 
and incorrect interpretation of complex prompts

	● Screening performance for 3/4 PICOS domains was decreased in records with low repeatability decisions, 
suggesting that factors associated with reproducible responses also contribute to improved accuracy of outputs

	● The GPT4o model showed higher repeatability for “yes” responses than “no” responses on most prompts; 
“unclear” was underutilized and had low repeatability

	● This suggests that the presence of specific relevant text in source material leads to a single response 
consistently having a high probability, whereas the absence of relevant text results in some or all possible 
responses having similar probabilities

	● Supplementing categorical screening with additional approaches, such as text summarization, and 
implementing newer models with reasoning capabilities may help to overcome challenges associated with poor 
repeatability of responses

	● Studies are needed to assess the incidence and impact of poor repeatability in other GenAI use cases

Introduction
	● GenAI may allow large literature searches to be screened more quickly than by 
human reviewers alone

	● Previously, we evaluated the performance of categorical screening of titles/
abstracts by GenAI against population, intervention/comparator, outcome and 
study design (PICOS) inclusion criteria in terms of agreement with screening by 
a human reviewer1

	● Using the most common result from 10 screening runs resulted in a small 
improvement in performance relative to a single run

	● This analysis assessed the prevalence of responses with poor repeatability, and 
investigated whether repeatability was associated with screening outcomes 
and agreement of GenAI responses with human review decisions

Limitations 
	● Human decisions were made at the domain level whereas GenAI 
decisions were based on multiple prompts, precluding evaluation of 
performance at an individual prompt level

	● The relatively small number of screening runs limits sensitivity to 
discriminate high- versus low-RS GenAI outputs, due to the small 
numerical difference between high repeatability and a chance result

	● The impact of poor repeatability on overall screening outcome across 
all PICOS domains could not be assessed because low-RS decisions 
occurred in one or more domain for almost all records

	● The small number of records in some screening decision and RS 
subgroups limits interpretability of results

Results
	● Low-RS results occurred in 269 of the 279 
records (96%); records had a median of 
5 prompts with low RS results, and low 
RS results occurred in two or more PICOS 
domains in 164 (59%) records

	● The percentage of low RS results varied 
considerably across prompts, with a 
median of 27% (range 3%–62%)

	● The percentage of records with low RS was 
modestly associated with the percentage 
of records with “yes” responses for each 
prompt  (Spearman’s r = -0.6)

Figure 2. Percentage of low-RS responses (bars) and distribution of screening 
outcomes (area) across the 16 prompts
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	● “Yes” responses had higher mean RS 
than “no” for 14/17 prompts; responses 
of “unclear” had markedly lower RS 
than “yes” or “no” responses 

	● Utilization of the “unclear” response 
was generally low, comprising 2% of 
total responses across the population, 
intervention/comparator, and study 
design domains, and 17% of total 
responses in the outcomes domain

Figure 3. Mean RS by response outcome 
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	● Subgroups with a low-RS response 
on ≥1 prompt for each domain had 
reduced accuracy and recall versus 
subgroups with high minimum RS 
scores on the population, intervention/
comparator, and study design domains 

	● Agreement results for the outcomes 
domain were not associated with 
low-RS responses due to combining 
results with a Boolean OR (versus 
AND for other domains)

Figure 4. Accuracy, precision and recall for domain-level decisions in subgroups by 
high vs low minimum RS 

FN, false negative; FP, false positive; TN, true negative; TP, true positive. Accuracy = (TP + TN)/(TP + TN + FP + FN); Precision = TP/(TP + FP); Recall = TP/(TP + FN).
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The dotted line indicates a majority of responses (6/10). 
The lower bound of the 95% CI for scores ≤80% crossed 
this threshold and were classified as low.

Figure 1. Cutoff selection for high (blue) 
vs low (red) repeatability

100

80

60

40

20

0
10/10 9/10 8/10 7/10 6/10 5/10 4/10

R
e

p
e

a
ta

b
ili

ty
 s

c
o

re
, %

 (
9

5
%

 C
I)

Number of responses that
were the mode of responses


